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RISK RANKING OF AUTHENTICATION EVENTS BASED ON TEMPORAL
AND BEHAVIORAL CONTEXT

Abstract. Not all authentication log events require the same analysis priority; therefore,
ranking them using temporal and behavioral context is relevant to information security. This study
examines temporal and behavioral features for ranking authentication events by relative risk. The
objective is to assess the contribution of behavioral representation to ranking quality and
robustness, statistical validity, explainability, and calibration, and to test the technical feasibility
of behavioral prioritization on real-world logs. Methods included baseline model comparison,
representation ablation, chronological train/validation/test splitting, empirical random-ranking
comparison, robustness and statistical analyses, explainability, calibration, low-and-slow
temporal-horizon sensitivity, and behavioral feature-group ablation; NDCG@I100 was the
primary ranking metric.In the synthetic experiment, R2 _behavioral core achieved a higher mean
NDCG@100 than RO_minimal (0.126952 vs. 0.071314) and outperformed it in 10 of 12 scenario—
model combinations. Across 60 paired observations, mean ANDCG@ 100 was +0.046803 with a
95% confidence interval of [0.035444, 0.057751]. Empirical random-ranking analysis provided
an additional reference for interpreting the absolute ranking scores: for Logistic Regression with
R2 behavioral core, NDCG@100 was 0.189052 versus a random mean of 0.010045 in the
baseline scenario and 0.145514 versus 0.004943 in the rare-attacks scenario. The behavioral
advantage remained condition-dependent and weakened under low-and-slow activity.
Explainability and calibration were used to characterize score contributions, explanation
stability, calibration quality, and ranking preservation.

For 1,760,511 real-world log events, prioritization scores and unique ranks were calculated
from five past-only behavioral features, satisfying all 9/9 temporal/representation integrity
requirements. Predictive effectiveness was not evaluated because verified security labels were
unavailable. The synthetic results support the incremental ranking value of temporal and
behavioral context, while the real-world analysis demonstrates the technical feasibility of
implementing the corresponding past-only behavioral prioritization procedure. Confirming
predictive effectiveness in operational settings requires temporal external validation using logs
with verified security labels and semantic field documentation.

Keywords: authentication events, behavioral analysis, risk ranking, temporal validation,
security event prioritization, machine learning, explainability.

Introduction.
In modern information systems, authentication logs are an important source of data
describing access activities of users and system entities. Since security events differ in their
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significance, ranking them by priority for further analysis, alongside their detection and
classification, is an important task [1].

Rule-based methods, supervised machine learning, and anomaly detection approaches are
used to analyze authentication logs [2]. However, rare security events, class imbalance, label noise,
behavior that changes over time, and limited labeled data affect their results [3, 4]. Because
individual event features do not fully capture the temporal and behavioral context of prior activity,
features derived from historical activity are relevant [2]. Such features require validation that
prevents temporal leakage, as the inclusion of future information in the model may lead to
overestimated results [5].

When verified target labels are unavailable, supervised predictive evaluation may not be
feasible, motivating the use of label-independent approaches to activity-log analysis [6].
Therefore, this study focuses on a multilevel evaluation of authentication event ranking based on
behavioral context and on the technical applicability of its core methodological principles to
incompletely labeled real-world logs.

The objective of the study is to evaluate the effects of temporal and behavioral features on
relative-risk ranking of authentication events, as well as the robustness, statistical validity,
explainability, and calibration properties of the results, and to determine the technical applicability
of the ranking principles to real-world logs. To achieve this objective, baseline model comparison,
representation ablation, robustness and statistical analyses, explainability and calibration
assessments, and technical feasibility testing of the behavioral prioritization procedure on real-
world data were performed.

The main hypothesis is that strictly past-only temporal and behavioral context provides
incremental ranking information beyond a minimal event-level representation, while the
magnitude of this contribution may vary across models, experimental scenarios, and temporal
aggregation horizons. For real-world logs, an additional research question is whether the same
temporal-integrity and behavioral-prioritization principles can be implemented reproducibly
within a real-world log structure in the absence of verified target labels.

The scientific contribution of this study is a leakage-controlled, ranking-oriented evaluation
framework for quantifying the incremental value of strictly past-only temporal and behavioral
context in authentication-event prioritization. The framework integrates representation ablation,
chronological temporal validation, empirical random-ranking comparison, robustness and
statistical inference, low-and-slow temporal-horizon sensitivity, behavioral feature-group
ablation, explainability, and calibration/ranking-preservation analysis.

Research on authentication security is expanding beyond the assessment of individual
authentication events toward the analysis of behavioral profiles of users and system entities formed
over time. In User and Entity Behavior Analytics, such profiles are constructed from previous
actions and historical activity and used to detect deviations [2]. This highlights the importance of
historical behavioral context as an additional source of information for evaluating authentication
and security events.

Machine learning, anomaly detection, and contextual relationship modeling are used to
analyze authentication events. In authentication alerts, accounting for relationships between events
and contextual information may help reduce false-positive alerts [7]. Thus, security events should
be considered not only individually but also within their contextual structure.

Although most studies focus on anomaly detection or classification, events identified during
operational monitoring do not have equal significance. Security event prioritization therefore ranks
events by analysis priority based on their characteristics and contextual information, transforming
detection results into a prioritized list of security events or alerts [1].

Prioritizing events requires the evaluation of model outputs using ranking metrics. NDCG
and precision-oriented measures can be applied to such tasks [8]. Accordingly, this study uses
NDCG@100 as the primary endpoint and PR-AUC and Precision@100 as secondary metrics,
while examining the sensitivity of NDCG@K at K = 25, 50, 100, 200.
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Rare positive events, class imbalance, and label noise are important methodological issues
in machine-learning-based security event analysis. Class imbalance may affect model results [3],
while label noise may alter model performance and stability [4]. Sensitivity analysis across
changes in positive-event prevalence and label noise therefore enables assessment of result
robustness to changes in data composition.

Temporal context complements behavioral information by capturing the historical sequence
of events and activity dynamics [2]. However, improper data splitting or preprocessing when using
temporal features may cause data leakage and compromise the reliability of intrusion detection
model evaluation. Leakage-free experimental procedures are therefore essential for reliable
evaluation of cybersecurity models. Data leakage during preprocessing may lead to overestimated
machine-learning performance and compromise the reliability of model evaluation [5]. In the
synthetic experiment, target generation was therefore separated from the behavioral features
subsequently used for model training to reduce direct deterministic circularity.

Temporal changes in cybersecurity data, class distributions, and label quality may affect
model robustness and generalization [3, 4, 5, 9]. Accordingly, robustness can be evaluated across
independent random seeds, temporal folds, positive-event prevalence, label-noise levels, and
different K values. In addition, separate evaluation of low-and-slow scenarios, characterized by
weak signals distributed over time, enables assessment of model robustness under complex
behavioral patterns [10].

When comparing models, statistical validity should be assessed alongside mean performance
metrics. Confidence intervals, statistical tests, and effect sizes make it possible to determine the
extent to which differences observed across experimental conditions are independent of random
variation. Statistical comparisons also require consideration of the independence of observations,
because treating dependent results derived from the same data source as independent observations
may introduce a risk of pseudo replication [11].

Explainability in security models helps identify which features influence model outputs and
supports interpretation of decisions [12]. Permutation-based feature importance can be used to
assess the influence of individual features [13], while comparing explanations across experimental
conditions characterizes their stability. Feature contribution in this context does not represent a
causal relationship; it describes a feature’s contribution to the model output.

Calibration is used to assess and adjust the probabilistic properties of model outputs [14].
However, the ordering of original scores may be preserved differently depending on the calibration
method. Therefore, calibration quality and preservation of the ranking structure should be
evaluated separately in ranking tasks.

The reproducibility of machine-learning research is affected by randomness, training
conditions, hyperparameters, software dependencies, and the documentation of experimental
artifacts [15]. Recording random seeds, hyperparameters, the software environment, and
experimental parameters is therefore essential for reproducing and verifying experimental
procedures.

The use of real-world log data may be constrained by data availability, label quality, and the
suitability of log fields for analysis. Although activity logs are used in security analysis, the
structure and available attributes of real-world logs constrain the procedures that can be applied.
Consequently, when approaches developed on synthetic or fully labeled data are applied to real-
world logs, their compatibility with the available data structure and their technical feasibility
should be assessed separately. When verified target labels are unavailable in real-world logs,
supervised predictive evaluation may not be feasible, motivating the use of label-independent
approaches to activity-log analysis [6]. In this study, a pre-specified neutral scoring rule was
therefore used to rank events by relative analysis priority without interpreting the resulting score
as an absolute risk level.

The literature shows that machine learning, behavioral and temporal context, anomaly
detection, security event prioritization, and explainability are used in security log analysis, but
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these aspects are often investigated separately. Therefore, it remains relevant to evaluate the
additional contribution of behavioral representation to relative-risk ranking of authentication
events within a unified experimental protocol covering temporal validation, robustness, statistical
validity, and explainability, and to examine the technical applicability of these principles to
incompletely labeled real-world logs.

Materials and research methods.

The study evaluates the ranking of authentication events by relative risk based on behavioral
features using a synthetic dataset and assesses the technical applicability of the proposed approach
to real-world log data. The study consists of a synthetic experiment and a technical feasibility
assessment using real-world logs. The study comprises two interrelated parts. In the synthetic
experiment, proxy labels are available, allowing model performance in relative-risk ranking to be
evaluated using quantitative metrics. Because the real-world logs lack verified attack/benign labels
and complete semantic documentation of event fields, this part is not treated as external validation
of supervised attack detection or predictive performance; its purpose is to assess the technical
feasibility of the behavioral prioritization procedure on real-world logs.

The synthetic experiment included baseline, rare attacks, low-and-slow, and noisy labels
scenarios. Each scenario comprised 100,000 events over 30 days, with 2,500 users, 5,000 IP
addresses, and 3,500 devices simulated. Normal activity was generated as a function of user, time,
IP, and device context. Proxy-risk events were not defined using behavioral features calculated
later: a latent scenario state was generated first, after which authentication result, IP, and device
characteristics were modified probabilistically. This limited direct deterministic circularity
between target generation and feature engineering.

Latent risk-event prevalence was 1% in the baseline scenario and 0.5% in the rare attacks
scenario. In the low-and-slow scenario, prevalence remained at 1%, while the signal was weakened
and proxy-risk events were distributed over time. In the noisy labels scenario, baseline generation
was retained and asymmetric noise was introduced into the proxy labels. Pre-specified random
seeds were used for the primary scenario generation, and five independent seeds were used for
robustness analysis.

Three representations were compared: RO minimal — hour and is new device;
R1 temporal volume — these features plus fails ip 10m, fails ip 1h, and fails user 1h; and
R2 behavioral core — additionally including distinct usernames from ip lh. All historical
behavioral features were calculated using past events only. The current event, other events with
the same timestamp, and future events were excluded from historical aggregates; true label and
proxy_label were not used during feature construction. This design was intended to limit temporal
and label leakage.

The data were chronologically split into train/validation/test sets at a 60%/20%/20% ratio.
Model selection was based on NDCG@ 100 on the validation set, with PR-AUC used to break ties.
The test set was not used to select models, representations, or hyperparameters and was reserved
for final evaluation. Temporal stability was additionally assessed using four rolling temporal folds.

Logistic Regression, Random Forest, HistGradientBoosting, Isolation Forest, and a hybrid
approach combining the Random Forest supervised score with the Isolation Forest anomaly score
were evaluated. Hyperparameters were selected using validation data only and then frozen for
subsequent representation ablation, robustness, and statistical analyses. Preprocessing operations
requiring learning from the data were fitted only on the training set and applied unchanged to the
validation and test sets. Class imbalance was addressed through class weighting in Logistic
Regression and Random Forest.

NDCG@100 was used as the primary endpoint, with PR-AUC and Precision@100 as
secondary metrics. Ranking robustness was evaluated across five independent random seeds,
temporal folds, prevalence changes, and label-noise changes, while sensitivity to K was assessed
at K =25, 50, 100, and 200. To provide a chance-level reference for the absolute ranking scores,
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an empirical random-ranking baseline was additionally evaluated by repeatedly randomizing event
ordering while preserving the scenario-specific label composition. Observed NDCG@K values
were compared with the corresponding random distributions using the random mean, absolute
difference, relative lift, and empirical exceedance probability. The low-and-slow scenario was
further examined as a separate robustness condition characterized by weak signals distributed over
time.

Because the original low-and-slow experiment showed a reduced behavioral advantage, a
dedicated temporal-horizon sensitivity analysis was conducted. The canonical historical horizon
was compared with x2, x4, and x8 extensions using the frozen Logistic Regression, Random
Forest, and HistGradientBoosting configurations across four rolling temporal folds. The purpose
was to determine whether ranking performance under temporally distributed weak signals
depended on the amount of historical context rather than to select an optimal horizon post hoc. A
subsequent behavioral feature-group ablation used the canonical reference horizon to examine the
conditional contribution of user failure history, source-IP failure history, calendar-time context,
device novelty, and source-IP username diversity. Feature groups were defined from the pre-
existing feature implementation and representation specification rather than from validation
outcomes.

Explainability analysis was conducted using the pre-specified focal configuration of Logistic
Regression with R2 behavioral core. Global coefficients, permutation importance, and event-
level feature contributions were calculated, while local additivity, Top-100 explanations, and
explanation stability were evaluated across independent seeds and temporal splits. Explanations
were interpreted as feature contributions to the ranking score rather than causal effects.

Calibration analysis included raw probability, sigmoid calibration, and isotonic calibration.
Calibration followed the original temporal train/validation/test split. The base model was trained
only on the training data, while the validation set previously used for model selection served as
the calibration split, and the calibrator was fitted on these data. Test data were not used to fit the
calibrator. Calibration was evaluated using the Brier score, log loss, ECE-10, and calibration
slope/intercept; preservation of the ranking structure was assessed using Spearman correlation,
Kendall correlation, Top-100 overlap, and NDCG@100.

Before robustness, statistical, explainability, and calibration analyses, the experimental
protocol was fixed, specifying NDCG@100 as the primary endpoint, Logistic Regression as the
focal model, and R2 behavioral core as the focal representation. Test results were not used to
select this configuration. Random seeds, frozen hyperparameters, protocol parameters, software
environment metadata, and key artifact hashes were recorded for reproducibility.

The real-world data consisted of anonymized logs obtained from the platonus.kgu.kz
platform of Shokan Ualikhanov Kokshetau University. The data were provided under Agreement
No. 282 dated July 31, 2025, and processed in accordance with information security and privacy
requirements.

The logs first underwent structural and semantic auditing, including checks of file integrity,
record structure, timestamp validity, event identifier uniqueness, duplicates, temporal ordering,
candidate entity identifier stability, and the availability of source-level fields. Because complete
semantic documentation was unavailable, unverified authentication success/failure states,
attack/benign labels, or risk classes were not assigned to the records.

The feasibility of calculating the R2 behavioral core features used in the synthetic
experiment from the available real-world log fields was first assessed. Because no direct
correspondence was available, repeated values of the subjectHost field were technically used to
characterize candidate source-level activity, although the exact semantics of this field were not
verified.

The real-world representation consisted of five past-only behavioral features:
source_events 10m — the number of events recorded for the same source during the 10 minutes
preceding the current event; source _events lh — the number of events for the same source during
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the preceding hour; candidate entity events 1h — the number of events for the same candidate
entity during the preceding hour; distinct candidate entities source 1h — the number of unique
candidate entities observed through the same source during the preceding hour; and
source_changed from_ previous event — a binary feature indicating whether the candidate entity’s
current source differed from its source in the most recent preceding event. The candidate entity
was not interpreted as a verified user identifier.

When calculating historical features for each event ii, only preceding events satisfying tj<t;
were used. The current event, other events with the same timestamp, and future events were
excluded from historical aggregates. The first four numerical behavioral features were transformed
to the [0,1] interval using strictly-past midrank percentiles based on the empirical distribution of
historical values available before each event. The source changed from previous event feature
was used as a binary 0/1 component.

Because no verified target was available, neither a supervised model nor feature weights
were learned from the real-world data. The five behavioral components were assigned equal pre-
specified weights of 0.2, and the relative prioritization score for each event ii was calculated as

Si=0.2(P10m,i+P1n,i+Pentity,it Pdistinct,itCi)

where Piom,i Pini Pentity,i and Puisiinet,i — are the strictly-past empirical percentile values of the
corresponding behavioral features, and C; is the binary source changed from previous event
component. Equal weighting was treated as a pre-specified neutral scoring rule to avoid learning
unsupported predictive weights from data without verified labels. The prioritization score does not
represent attack probability, calibrated probability, a malicious/benign class, or an absolute risk
level; it is used to rank events by relative priority based on observed behavioral activity.

Events were ranked deterministically by prioritization score. The technical correctness of
the ranking procedure was verified through score—rank consistency, rank uniqueness, missing and
duplicate ranks, and score-order violations. Temporal and representation integrity were further
controlled using nine contract checks: consistency with the stored representation hash, independent
hash recomputation, consistency of feature names and order, enforcement of the strictly past-only
principle, exclusion of same-timestamp events from history, prevention of missing candidate entity
values from being merged into a single artificial entity, prevention of missing source values from
being merged into a single artificial source, a cold-start zero policy for count-based historical
features, and a cold-start NULL policy for the previous-event feature. Compliance with these
requirements was verified through leakage and representation integrity audits.

Feature-level contribution analysis was performed for the Top-10, Top-100, Top-1000
events. Contribution values were used to characterize the event-level contribution of the five
components forming the prioritization score and were not interpreted as causal attribution or
evidence of the cause of risk.

Compatibility between the synthetic and real-world data was evaluated not through feature-
by-feature correspondence but through adherence to shared methodological principles:
preservation of temporal ordering, construction of past-only behavioral context, use of
entity/source-level information, calculation of a relative score, deterministic ranking, and feature-
level explanation. Accordingly, the real-world component is not a predictive external validation
of the synthetic experiment but an assessment of the technical feasibility of the proposed
behavioral prioritization procedure within a real-world log structure. The software code used in
this study is publicly available in a GitHub repository the link is provided below.

Results and their discussion.

The experiment began with processing the synthetic dataset using the methods described in
the Materials and Methods section. In the baseline scenario, no additional distortion was
introduced into the data, and the initial performance of machine-learning models in ranking
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authentication events by behavioral risk was evaluated. NDCG@100 was used as the primary
metric, with PR-AUC and Precision@100 as secondary evaluation metrics.

Table 1 — Ranking performance of models in the baseline scenario on the synthetic dataset

Model PR-AUC Precision@100 NDCG@100
Logistic Regression 0.0867 0.2100 0.1891
HistGradientBoosting 0.0793 0.1800 0.1704
Hybrid 0.0811 0.1700 0.1607
Random Forest 0.0795 0.1100 0.1496
Isolation Forest 0.0210 0.0100 0.0075

Note — compiled by the authors.

The baseline experiment on the synthetic dataset showed differences among the models in
their ability to place proxy-risk events at higher ranking positions. Logistic Regression achieved
the highest value for the primary ranking metric, whereas Isolation Forest performed below the
supervised learning models. These results characterize the initial relative performance of the
models under baseline conditions and do not imply the superiority of any single model across all
scenarios.

To evaluate the effect of the feature set on ranking quality, three representations were
compared: RO minimal, representing minimal context; R1 temporal volume, containing
temporal and activity-volume features; and R2 behavioral core, containing the core behavioral
features. Representation ablation was conducted across four scenarios using three supervised
models: Logistic Regression, Random Forest, and HistGradientBoosting. Isolation Forest, as an
unsupervised anomaly-detection method, and Hybrid, as a composite scoring approach, were
excluded from the representation ablation and evaluated within the baseline model comparison.
NDCG@100 was used as the primary evaluation metric.

Table 2 — Effect of the feature set on ranking quality in the synthetic dataset

Feature set Description Mean NDCG@100
RO minimal Minimal feature set 0.071314

R1 temporal volume Temporal and activity-volume features 0.087488

R2 behavioral core Core behavioral features 0.126952

Note — compiled by the authors.

The ranking benefit of behavioral context was not uniform across experimental conditions.
To interpret the absolute NDCG values appropriately, the observed scores were additionally
compared with an empirical random-ranking reference rather than treated as classification
accuracy. For Logistic Regression with R2_behavioral core, NDCG@100 was 0.189052 versus a
random mean of 0.010045 in the baseline scenario, 0.145514 versus 0.004943 in the rare-attacks
scenario, and 0.194898 versus 0.010336 under noisy labels. These results indicate that the
principal synthetic rankings were substantially above chance-level ordering, while the magnitude
of the behavioral advantage remained dependent on the experimental condition.

The robustness of the results across different experimental conditions was then examined.
To avoid relying on a single data split or random initialization, the analysis covered multiple
independent seeds, temporal splits, different prevalence levels of proxy-risk events, and label-
noise conditions. Sensitivity to the selected K value and robustness under the low-and-slow
scenario were also evaluated.
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Table 3 — Quantitative assessment of robustness and sensitivity on the synthetic dataset

Evaluation dimension

Experimental scope

Main quantitative result

Seed robustness

5 seeds x 4
scenarios

Mean NDCG@100: 0.0686—-0.1500; SD:
0.0275-0.0527

Temporal robustness

16 folds (4 x 4
scenarios)

Mean NDCG@100: 0.0591-0.1400; SD:
0.0235-0.0576

Sensitivity
event prevalence

to proxy-risk

5 prevalence levels

Mean NDCG@100: 0.1088-0.2104

Sensitivity to label noise

5 noise levels

Mean NDCG@100: 0.1041-0.1500

Sensitivity to K

K =25, 50,100, 200

Mean NDCG@K: 0.0609-0.1846

Paired RO—R2 comparison

60 paired
observations

Mean ANDCG@100 = +0.0468; 95% CI
[0.0354, 0.0578]

Low-and-slow robustness 3 models x 5seeds | LR: RO 0.0633 — R2 0.0686; A =

+0.0053; R2 win rate = 80%

Note — compiled by the authors.

The robustness and sensitivity analyses showed that the contribution of behavioral
representation varied across experimental conditions and was not uniform across scenarios. The
low-and-slow condition was the clearest limitation, indicating that weak signals distributed over
time are more difficult to rank using the reference temporal context. This observation motivated a
dedicated temporal-horizon analysis to determine whether the limitation was related to the amount
of historical information available to the model.

A statistical analysis was performed to compare the R2 behavioral feature set with the RO
minimal feature set. Sixty paired observations were used to determine whether the previously
observed improvement in ranking quality could be attributed to random variation. The analysis
included the NDCG@100 difference, a bootstrap confidence interval, the Wilcoxon test, a paired
permutation test, and effect-size estimation.

Table 4 — Statistical comparison of the R2 and RO feature sets on the synthetic dataset
Statistical measure Result
Number of paired observations 60

Mean ANDCG@100 (R2 —R0) +0.046803

95% bootstrap confidence interval [0.035444, 0.057751]
Wilcoxon p-value 1.785 x107®

Paired permutation test p-value ~1.0x10°
Rank-biserial effect size 0.8361

Pseudoreplication detected No
Note — compiled by the authors.

The mean increase in NDCG@100 for R2 relative to RO was positive, and the 95%
confidence interval did not include zero. The Wilcoxon and permutation tests also supported the
statistical significance of the difference between the two feature sets. The rank-biserial measure
indicated a large effect size.

The explainability of the model’s ranking results and the calibration properties of its outputs
were also evaluated. Explainability analysis focused on identifying the contribution of individual
features to the risk-ranking score generated by the model. Explanation stability was additionally
assessed across different seeds and temporal splits.

112



Ne3(42)

AAA XKAPLLbICHI

Table 5 — Evaluation of model explainability and calibration on the synthetic dataset

Evaluation Measure Result

dimension

Global Logistic Regression | Baseline largest absolute coefficients:

explainability coefficients distinct usernames from_ip lh = 0.8414;
is new device = 0.6301

Feature Permutation Baseline largest ANDCG@]100: is_new device =

importance importance 0.1597; distinct usernames from ip 1h =0.1204

Local Local additivity Absolute error between model score and

explainability reconstructed score: 0—4.44 x 107'¢

Top-100 Feature-level Baseline Top-100: is new device dominant in

explanations contributions 97/100 events (97%); fails user 1h in 3/100 (3%)

Seed explanation
stability

5 independent seeds

Mean Spearman p: baseline 1.0000; rare attacks
0.9657; noisy labels 0.8914; low-and-slow 0.7257

preservation after
sigmoid

Top-100,
NDCG@100

Temporal 4 temporal folds; 24 | Sign consistency = 1.00 in 22/24 (91.67%); 0.75 in

explanation scenario x feature | 2/24 (8.33%)

stability combinations

Low-and-slow Top-100 feature | is new device: mean absolute contribution

explainability contributions 0.9672, dominant in 62/100 (62%); fails_user 1h:
0.8883, dominant in 38/100 (38%)

Calibration data | Temporal train — | Temporal ordering preserved; test events were not

split calibration — test used for calibration fitting

Raw probability RAW, baseline Brier = 0.141207; Log loss = 0.450438; ECE-10 =
0.317984

Sigmoid Baseline Brier = 0.009779; Log loss = 0.048392; ECE-10 =

calibration 0.000738

Isotonic Baseline Brier = 0.009761; Log loss = 0.048250; ECE-10 =

calibration 0.000559

Calibration Baseline Sigmoid: slope 1.070599, intercept 0.308024;

slope/intercept Isotonic: slope 0.998574, intercept 0.029386

Ranking Spearman, Kendall, | p = 1.000; T = 1.000; Top-100 overlap = 1.00;

NDCG@100: 0.189052 — 0.189052

Ranking change
after isotonic

Spearman, Kendall,
Top-100,
NDCG@100

p = 0.9440; © = 0.8505; Top-100 overlap = 0.39;
NDCG@100: 0.189052 — 0.141684

Note — compiled by the authors.

The analysis showed that the features contributing to the model’s ranking score could be
characterized at both global and individual-event levels. Evaluating explanations across seeds and
temporal splits made it possible to assess whether they depended on a single experimental run.
Separate analysis of the low-and-slow scenario characterized explanation stability and the
structure of feature contributions under temporally distributed activity.

Calibration analysis was conducted while preserving the temporal split, and test data were
not used for calibration fitting. These results characterize the calibration properties of the model
output under the synthetic experimental conditions.

The real-world dataset consisted of four source files containing a total of 1,760,511 events.
All eventTime values were parsed successfully. The dataset contained 735,172 unique timestamps.
A total of 1,427,741 events (81.098%) shared their timestamp with at least one other event, and
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the largest same-timestamp group contained 197 events. No duplicate eventID values were
detected; therefore, events were sorted deterministically by eventTime and eventID.

The dataset contained 8,668 candidate entity identifiers recurring over time. Of these, 8,660
(99.908%) occurred in multiple events, 8,399 (96.897%) occurred on multiple days, and 8,121
(93.689%) occurred across multiple source files. The median number of events per identifier was
81, the median number of active days was 19 days, and the median observation span was 63.853
days. The subjectHost field contained 1,458,615 non-empty IPv4-formatted values, while
eventTypelD contained 34 distinct codes.

No documentation describing the semantics of the event fields was provided with the source
data. Consequently, it was not possible to verify whether the candidate entity identifier represented
an actual user or account identifier, to establish the exact semantics of subjectHost, or to determine
the meanings of the 34 eventTypelD codes. No reliable session or device identifier was identified.

Because verified target labels were unavailable, predictive temporal validation and label-
dependent metrics such as NDCG@ 100, PR-AUC, and Precision@K were not calculated for the
real-world data.

The eventTime field could be used to establish temporal ordering, eventID to uniquely
identify each event, the candidate entity identifier to link the historical activity of the same object,
and repeated subjectHost values to technically characterize candidate source-level activity. The
consistent recurrence of identifiers across multiple events and days provided sufficient history for
calculating temporal behavioral patterns. These properties formed the basis for evaluating the
technical feasibility of the behavioral prioritization procedure on the real-world logs.

Compatibility between the synthetic experiment and the real-world data was determined to
be partial. The original R2 behavioral core feature set used in the synthetic dataset could not be
transferred unchanged to the real-world logs. Therefore, a separate real-native behavioral
representation was constructed according to the available fields and semantic limitations of the
real-world data.

Table 6 — Technical feasibility results of the behavioral prioritization procedure on real-

world log data
Evaluated measure Result
Real-world events processed 1,760,511
Real-native behavioral features 5
Temporal/representation integrity contracts 9/9
Events with calculated scores 1,760,511/1,760,511
Score range 0.12439-0.99326
Mean score 0.48346
SD 0.15362
Median 0.50000
P95 0.74795
P99 0.79126
Unique ranks 1,760,511/1,760,511
Missing / duplicate ranks 0/0
Score-order violations 0
Verified attack/benign labels 0
Note — compiled by the authors.

Feature-level explainability was also evaluated for the highest-ranked events. Feature
contributions were calculated for the Top-10, Top-100, Top-1000 events.
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Table 7 — Feature-level contribution results for the highest-ranked events in the real-world
log data

Selection | source changed from previous event | distinct candidate entities source lh
Top-10 10/10 (100%) 0/10 (0%)

Top-100 99/100 (99%) 1/100 (1%)

Top-1000 | 995/1000 (99.5%) 5/1000 (0.5%)

Note — compiled by the authors.

This measure is a relative prioritization score calculated from observed behavioral activity
features to prioritize events for further security analysis. It does not represent attack probability, a
malicious/benign class, or a diagnostic risk level.

The results demonstrated the additional informational value of temporal and behavioral
context for ranking authentication events by relative risk. The R2 behavioral core configuration
outperformed RO minimal in 10 of 12 scenario-model combinations. Across 60 paired
observations, the mean ANDCG@100 was +0.0468, with a 95% confidence interval of [0.0354,
0.0578] that did not include zero. The Wilcoxon and paired permutation tests supported the
statistical significance of the difference, while the rank-biserial correlation indicated a large effect
size. These findings support the main hypothesis at the overall experimental level; however,
because R2 did not outperform RO under every condition, its advantage cannot be considered
universal.

The findings are consistent with studies showing that historical activity and behavioral
context provide additional information for characterizing the activity profiles of users or system
entities and assessing deviations from them [2]. Prioritizing security events according to contextual
characteristics is also considered a practical approach to identifying events requiring further
analysis [1]. The methodological contribution of this study is the controlled evaluation of the
incremental ranking value of strictly past-only behavioral context within an integrated protocol
covering representation ablation, temporal leakage control, chronological validation, empirical
chance-level comparison, robustness, statistical inference, low-and-slow temporal-horizon
sensitivity, feature-group ablation, explanation stability, and calibration/ranking preservation.

The robustness analysis assessed stability across random seeds, temporal folds, positive-
event prevalence, label noise, and K values, consistent with previous studies on the effects of data
composition and temporal variation on model performance [3, 4, 9]. Because the original low-and-
slow configuration showed only a small R2 advantage for Logistic Regression, temporal-horizon
sensitivity was examined separately. Mean NDCG@100 for Logistic Regression increased from
0.059091 at the reference horizon to 0.090420, 0.108764, and 0.086422 at the x2, x4, and x8
horizons, respectively. For Random Forest, the corresponding values increased from 0.052101 to
0.075489, 0.079994, and 0.065853. HistGradientBoosting showed a non-monotonic response:
NDCG@100 decreased at the X2 and x4 horizons but increased from 0.079763 to 0.097131 at x8.
Thus, extending historical context improved low-and-slow ranking for some model-horizon
combinations but did not provide a universal solution. Because the analysis was based on four
rolling temporal folds, these results are interpreted as sensitivity evidence rather than definitive
inferential proof. Behavioral feature-group ablation further indicated a model-dependent
contribution structure, with no single feature group universally accounting for low-and-slow
ranking performance. Explainability analysis characterized the features contributing to the ranking
score at both global and event levels and assessed their stability across seeds and temporal splits,
consistent with studies emphasizing the importance of explainability in cybersecurity models [12].
Feature contributions were not interpreted as causal effects. Explanation stability decreased in the
low-and-slow scenario. In the calibration analysis, sigmoid calibration fully preserved the ranking
structure, whereas isotonic calibration, despite improving calibration metrics, reduced Top-100
overlap to 0.39 and changed NDCG@100 from 0.189052 to 0.141684. These results show that
improved calibration does not necessarily imply preservation of the original ranking structure.
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Therefore, calibration quality [14] and ranking preservation were evaluated as distinct properties
in this study.

In the real-world logs, prioritization scores and unique ranks were calculated for all events
using five real-native past-only behavioral features. All 9/9 temporal/representation integrity
contracts were satisfied, and no score-order violations were detected. These results establish the
technical feasibility, temporal integrity, and reproducibility of the behavioral prioritization
procedure within the available real-world log structure. They do not establish attack-detection
accuracy, predictive ranking validity, or the maliciousness of highly ranked events because
verified attack/benign ground truth was unavailable. The connection between the synthetic and
real-world components was based not on feature-by-feature correspondence but on shared
methodological principles: temporal ordering, past-only behavioral context, entity/source-level
information, relative scoring, deterministic ranking, and feature-level explanation. Because
verified labels were unavailable, predictive optimal weights were not learned for real-world
scoring; instead, the five components were assigned equal pre-specified weights of 0.2. The main
limitations are that predictive ranking performance was evaluated using synthetic data and proxy-
risk labels, verified target labels were unavailable in the real-world logs, the semantics of the
candidate entity and source fields were not fully verified, and the predictive optimality of the real-
world scoring components was not assessed. Therefore, synthetic performance cannot be directly
generalized to an operational environment. Future research should conduct temporal predictive
external validation using real-world authentication logs with semantic field documentation and
verified security labels.

Conclusion.

The study showed that strictly past-only temporal and behavioral context provides
measurable incremental information for ranking authentication events under the labeled synthetic
experimental conditions. R2 behavioral core generally improved ranking relative to the minimal
representation, and empirical random-ranking analysis provided a chance-level reference showing
that the principal observed rankings were substantially above random ordering. The effect was
nevertheless condition-dependent: dedicated low-and-slow analysis showed sensitivity to both
model choice and temporal horizon, while feature-group ablation indicated a model-dependent
contribution structure. The scientific contribution is a leakage-controlled and ranking-oriented
evaluation of behavioral context that combines representation ablation, chronological temporal
validation, empirical random-ranking comparison, robustness and statistical inference, low-and-
slow temporal-horizon sensitivity, feature-group ablation, explainability, and calibration/ranking
preservation. This framework characterizes not only whether behavioral context improves ranking,
but also the experimental conditions under which its contribution strengthens, weakens, or
becomes model-dependent.

Because verified security labels were unavailable in the real-world logs, predictive
effectiveness was not evaluated. However, the technical feasibility of the core behavioral
prioritization procedures was demonstrated. Generalizing the findings to predictive performance
in operational environments requires subsequent external validation on authentication logs
containing verified labels and semantic documentation of event fields.
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AYTEHTU®UKALUA OKUFAJAPBIH YAKBITTBIK )KOHE MIHE3-
KYJIBIKTBIK KOHTEKCT HEI'I3IHAE TOYEKEJI BOUBIHIIA PAHKUPJIEY

Anoamna. Aymenmughuxayus HCypHAIOAPLIHOAZLL OKURALAD MANOA)y OACHIMObIEbL
botibiHwa 6bipoell emec, COHObIKMAH O1aApObl YAKbIMMbIK JHCIHE MIHE3-KYIbIKMbIK KOHMEKCm
He2i3in0e pawudicupiey aKnapammolk Kayincizoikmezi Manvl30bl MiHOem 001bin mabwliaowl.
3epmmeyoiy Mmakcamvl — MiHE3-KYIbIKMbIK YCbIHYObIY — aymeHmupukayus OKUSaIapblH
CanbiCMulpmMansl mayekei OOUbIHWA PAHHCUPIEY CANACblHA KOCAMbIH YIeCiH, Hamudicerepoiy
MYPAKMbLIBIZbIH, CIMAMUCTUKANbLK, He2I30LNicIH, MY CIHOIpMeNiNieiH JcaHe KalubpieHyin bazanay,
COHOAU-aK MIHe3-KYIbIKMbIK OACLIMObIKMAY MACIIIHIY HAKMblL  JiCYPHANObIK OepeKmepoe
MEXHUKALIK OPLIHOANYBIH meKcepy. 3epmmeyoe 0acmankvl Mo0enboepoi CAlblCMblpy, VCbIHY
HYCKAnapolt abIAYUAIBIK Manoay, 0epekmepoi XPOHON0UANIK MYpoe OKbIMY, 8AIUOAYUSL HCIHE
mecminey JHCUBLIHOAPLIHA 061y, IMNUPUKATLIK —Ke30elUCOK PAaHICUpIeYMeH  CalblCIbIpY,
MYPAKMBLIbIK, NeH CMAMUCMUKAIbIK Maiday, myciHoipmenilik nen kaiuopieyoi bazanay, oasy
JicoHe  Oipminden  dcypemin — OelCeHOLNIK — HCaA20AUbIHOA&bl  YAKbIMMbBIK — 20PUBOHMKA
Ce3iMmanoblKmbl mekcepy HaHe MiHe3-KYIblKmblK Oenciiep monmapulibly aOIAYULILIK MAI0AYbl
KonoaHulnovl. Hezizei  panowcupney mempuxacet peminde NDCG@I100 natioanansinowl.
Cunmemuxanvis  sxkcnepumenmme R2_behavioral core ycvinyor  opmawa NDCG@100
kepcemkiwi OotiviHuwa RO _minimal yceiHyviHaH dicogapsl Homudice Kepcemmi: MmuiciHuie
0.126952 oscone 0.071314. R2 behavioral core 12 cyenapuii—-mooens kombunayuscvinviy 10-
vinoa RO _minimal-oan 6aceim 601061. 60 xcynmoix 6axviiay dotvinuwa opmauwia ANDCG@100
+0.046803 Kypaowl, an 95% cenimoinik unmepsanwvi [0.035444, 0.057751] 601061 Imnupuranvix
ke30eticoK pamdicuprey abcontommix NDCG@I100 monOepin mycindipy yulin KoculMuia
canvicmulpy Oeneetiin Kammamacwlz emmi. Logistic Regression ocane R2 _behavioral core ywin
bacmankwvl cyenaputioe NDCG@ 100 0.189052 6010vl, an ke30eucox pauicupieyoiy opmauia
manui 0.010045 xypaowi; cupex wabyviioap cyenapuiiinoe catikec manoep 0.145514 owcone
0.004943  6010bl.  Mine3-KynvlKmolk ~ KOHMEKCMMIY — aApmblKUbLIbIebL  IKCNEPUMEHMMIK
arcazoainapea mayenoi 06010l dcane basy api bipminden Jcypemin OenceHOiK Ke3inoe 2cipeoi.
Tycinoipmeninik nen Kanubpney OeneinepOdiy paHdjicupiey YnauvlHa KOCamvlH — YJeciH,
myciHdipmenepoiy MYpPaKmolibleblH, KAIUOpiey Candcolh XHCoHe paHdcupiey mapmioiHiy
cakmanyvli 6a2anay yuin Koa0aHuliowl.

Haxmuer orcypnanoviy oepexmepoeci 1 760 511 okuza ywin mexk emkeH OKUeaiapaa
Hezi30eNleeH bec MiHe3-KYIblKmblK Oenei O0UbIHuA 6acbIMObIK YRalllapvl MeH Oipezeli panemap
ecenmenodi. YaxvimmulK OicoHe YCblHy mymacmvleblHa Kouvlizan 9 mananmely 0Oapiviel
opbiH0anovl. Pacmanean xayincizoix 6Geneinepi 601MaA2AHObIKMAH, OONHCAMOBIK MUIMOLLIK
bazananbaovi.  Homuowenep — yaxbimmulk — JfcoHe — MIHE3-KYIbIKMbIK — KOHMEKCMmIH
aymenmuukayus OKUEAIAPbIH CATbICIbIPMALbL MAL0ay 0acbiMObI2bl DOULIHIUA PAHNMCUPTIEY2e
KocbiMula aknapam bepeminin kepcemmi. O0iCmiy HAKMbl ONePayUsIblK Opmaodazbl 00IHCAMObIK
MUuimMOLNiciH pacmay yulin pacmaneau Kayincizoik dencinepi scane epicmepoiy CeMaHmuKaIbly
KYolcammamacsl 0ap sHcypHaioblk 0epekmepoe YaKblmmulK ColpmKbl 8AIUOAYUS HCYP2I3Y KAXHCEM.

Tyiiin ce30ep: aymenmughuxayus OKUALAPbI, MIHE3-KYIAbIKMbIK manioay, mayexenoi
Dpamdxcupney, yakblmmvlk 6anuoayus, Kayincizoik OKUanapvlH 0acbIMObIKMAy, MAUUHAIbIK
OKbIMY, MYCIHOIPMENiiK.

PAH)KUPOBAHUE COBBITUI AYTEHTU®UKAIIUHA IO PUCKY HA
OCHOBE BPEMEHHOI'O 1 ITOBEJAEHYECKOI'O KOHTEKCTA

Annomauyun. Coovimusi 8 JHCYpHANAX aAYMeHMu@UKayuu pasiuvaromcs o Npuopumemy
aHanu3a, NO3MOMY UX DAHIICUPOBAHUE C YYEeMOM BPEMEHHO20 U NOBEOeHUeCK020 KOHMeKCmda
A615eMCsl SHAUUMOU 3a0adell UHpopmayuonuou bezonacnocmu. Llenv uccredosanus — oyeHums
O00NOHUMENbHBIU BKIIAO NOBEOEHYECK020 NPeOCMABIeHUsl 8 KAYeCmB0 PAHICUPOBAHUS COObIMULL
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aymenmugukayuy N0 OMHOCUMENbHOMY  DUCKY,  YCHMOUYUBOCMb  pe3Vibmamos,
cmamucmuyecKyro 060CHOBAHHOCMb, OOBACHUMOCMb U KATUOPOBKY, a Makxdce Onpeoeiums
MEeXHU4ecKyIo peaiusyemocms NOBEO0eHYeCKOU NPUOPUMU3AYUU HA PEeanrbHblX JHCYPHANbHBIX
oannvix. Memodonoeus exnouala cpasHenue 0A308blX Mooenell, aOIAYUOHHBIL AHAIU3
npeocmasieHull, XpoHolocuYecKoe pazoeierue OAHHbIX HA 00yYarwyio, BaIUOAYUOHHYIO U
Mecmogyio 8bl00PKU, IMAUPUYECKOe CAYYAUHOE PAHICUPOBAHUE, AHAIU3 YCHMOUYUBOCMU U
CMAMUCMUYecKol  3HAYUMOCMU,  OYEHKY  OOBACHUMOCMU U  KaluOposKu,  aHaius
YYBCMBUMENLHOCIU K 8DEMEHHOMY 20PU3OHMY U aOIAYUI0 2PYnn N08e0eHYeCKUX NPUHAKOS.
OcHosnoti  mempukou  senisiace NDCG@I100. B cummemuueckom — 3KCnepumenme
R2 behavioral core npeszowno RO _minimal no cpeonemy NDCG@I100: 0.126952 npomus
0.071314, a maxoice 6 10 uz 12 xomounayuii «cyenaputi—mooenvy. I[lo 60 napnvim Hab00eHUAM
cpeonee ANDCG@ 100 cocmasuno +0.046803 npu 95% o0osepumenvrom unmepsane [0.035444,
0.057751]. Hna Logistic Regression ¢ R2 behavioral core NDCG@100 cocmasuno 0.189052
npomug cpeonezo cayuainoeo 3uavenus 0.010045 6 6azosom cyenapuu u 0.145514 npomus
0.004943 6 cyenapuu peoxkux amak. Ipgexm nosedeHuecko20 KOHMeEKCma 3a8ucel om
IKCNEPUMEHMATILHBIX YCI08ULL U 0Cclabesal npu MeOleHHOU, pPAacnpedesenHol 60 BpeMeHU
AKMUBHOCMU.

s 1 760 511 cobvimuti peanbhbix HCYPHALO8 HA OCHOBE NAMU NOBEOEHUECKUX NPUZHAKOSE,
PACCHUMAHHBIX ~ UCKTIOYUMENbHO N0 NPeOuecmeyiouum  coObImusim, OblIU  BbIYUCTEHbL
noKazamenu npuopumema u yHukaivHwle paneu. Bce 9 mpebosanuil epemenHou yerocmuocmu u
yenocmHocmu npeocmasgienuss GblnoaHeHbl. M3-3a omcymcmeus noomeepi’HcOeHHbIX MemoK
bezonacrocmu npoeHocmuyeckas d¢ghexmusHocms He oyeHusanace. llonyuennvie pesyivmamol
noomeepHcoaom OONOIHUMENbHYI0 UHGHOPMAYUOHHYIO YEHHOCHb BPEMEHHO20 U NOBEOEHUEeCK020
KOHmexkcma OJisi  OMHOCUMENbHOU NPUOPUMU3AYUU  COOLIMUL, OOHAKO NOOMBEPIHCOCHUE
npocHocmuyeckol d¢hghekmusHocmu mpedyem 8peMeHHOU GHeulHel 8anudayuu HA peanrbHbIX
HCYPHANLAX C 8ePUDUYUPOBAHHBIMU MEMKAMU U CEMAHMUYECKOU OOKYMeHmayuel nouetl.

Knroueswie cnosa: coovimus aymenmugpuxayuu, no8e0eH4ecKull auaiu3, paHiICuposanue
PUCKO8, 8peMEHHAs 8ANUOAYUSL, NPUOPUMUZAYUS CODLIMULL Oe30NACHOCMU, MAWUHHOE 00YYeHUe,
00BACHUMOCTD.
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